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Key points
• Current causal inferences and claims in scientific publication, 

regulation, litigation, and news are a mess.
– Different concepts and definitions of causation
– Evidence of association mixed with evidence of causation

• It is possible to do better now.
– The “Causal Revolution” has given us conceptual and methodological 

clarity and effective tools

• AI can help
– Reduce the learning curve
– Provide quick, fairly competent, assistance
– This talk:  “Five-domain” framework & software
– Work in progress:  AI as intern, not oracle
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Current situation: Room for improvement
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CASE 1 · MECHANISTIC EXTRAPOLATION

Alcohol: biomarker changes → lower CHD risk?

Causal Claim

“Alcohol intake is causally 
related to lower risk of 
coronary heart disease
through changes in lipids 
and haemostatic factors.”

Supporting Evidence and 
Rationale
“On the basis of published 
associations between these 
biomarkers and risk of 
coronary heart disease 30 g 
of alcohol a day would 
cause an estimated 
reduction of 24.7% in risk of 
coronary heart disease.”

Later Observations & 
Claims
“immediately higher 
cardiovascular risk 
following any alcohol 
consumption”
— Mostofsky et al. (2016)

“protective effects of 
moderate alcohol intake 
against stroke are largely 
non-causal”
— Millwood et al. (2019)

Question: Do biomarker changes identify the effect on CHD events?

Sources: Rimm et al. (1999); Mostofsky et al. (2016); Millwood et al. (2019). 4



CASE 2 · ATTRIBUTABLE FRACTIONS

Gas stoves: observational Odds Ratio → preventable asthma?

Causal Claim

“We found that 12.7% (95% 
CI = 6.3–19.3%) of current 
childhood asthma in the US 
is attributable to gas stove 
use.”

“The proportion of childhood 
asthma that could be 
theoretically prevented if 
gas stove use was not 
present…”

Supporting Evidence and 
Rationale
“Effect sizes previously 
reported by meta-analyses 
for current asthma (Odds 
Ratio = 1.34, 95% 
Confidence Interval (CI) = 
1.12–1.57) were utilized in 
the PAF estimations.”

Later Observations & 
Claims
“In the case of gas cooking 
exposure and childhood 
asthma, a causal 
relationship is not 
supported by the 
epidemiology literature.”
— Li et al. (2024)

Question: Does this OR identify cases preventable by stove removal?

Note: Gruenwald et al. appeared online in 2022, in the 2023 journal volume. 5



CASE 3 · RECOMMENDATION FROM CORRELATION

Screen time: association → preventing ADHD?

Causal Claim
“Our study found a positive 
correlation between screen 
time and the risk of ADHD. …

Therefore, it is necessary to 
reduce screen time per day 
in children to prevent the 
occurrence of ADHD.”

Supporting Evidence and 
Rationale
“There were 81,234 children 
in the nine studies that 
made up this meta-
analysis…”

“...the OR (95 % CI) value of 
screen time and ADHD in the 
screen time ≥2 h/d group 
was 1.51 (1.20–1.90).”

Later Observations & 
Claims
A 2026 meta-analysis 
reported a pooled cohort 
association (OR 1.48), with 
very high heterogeneity (I² = 
97.4%).

“Both directions likely 
operate simultaneously…”
— Zhao et al. (2026)

Question: Does reducing screen time prevent or reduce ADHD?

Sources: Liu et al. (2023), doi:10.1515/reveh-2022-0262; Zhao et al. (2026), doi:10.3389/fped.2026.1860549. 6
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Conclusions may be true or 
false, but the reasoning 
supporting them should be 
sound, traceable, and 
independently verifiable.



• Rival causal models 
drive rival causal 
claims

• The most valuable 
evidence is often 
evidence that 
discriminates among 
rival causal models.



FROM CLAIM TO EVIDENCE

What additional inference would each claim require?
Observed findings do not automatically identify the effects of changing exposure.

Alcohol → CHD

EVIDENCE
Short-term changes in lipid 
and haemostatic 
biomarkers.

CAUSAL BRIDGE
Do the biomarker changes 
translate into fewer CHD 
events?

Gas stoves → asthma

EVIDENCE
Pooled observational OR 
1.34; modeled PAF 12.7%.

CAUSAL BRIDGE
Would removing or 
ventilating stoves reduce 
asthma in U.S. children?

Screen time → ADHD

EVIDENCE
Positive correlations 
reported by a meta-
analysis.

CAUSAL BRIDGE
Would reducing screen 
time prevent ADHD—or 
might ADHD increase 
screen time?

Cox et al. (2026), AI-assisted methodological review  ·  Seminar, 26 October 2026
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CENTRAL PROPOSITION

Challenge: There is a methodological implementation gap

Questionable scientific 
causal claims abound
Major journals often publish 
influential exposure–health 
associations and dubious 
causal interpretations that 
may be changed and/or 
contested later.

Useful methodology exists
Causal estimands, DAGs, study 
designs, estimation methods, 
robustness, transportability, 
and falsification are available.

Limited impact on routine 
causal determinations 
compared with judgment-
based approaches (WoE, 
Bradford Hill).

Practical opportunity

AI can systematically ask 
prespecified questions, 
expose and document 
support chains, and help 
humans locate 
consequential gaps and 
assumptions.

Research: Can structured AI assistance improve the completeness, accuracy, 
transparency, and practical usefulness of scientific evaluations of causal claims?
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MOTIVATION  |  pp. 1–3

Problem: weak evidence often becomes stronger claims

Cox (2026), Risk Analysis 46:e70356

OBSERVED

Associations, estimates, 
patterns

INFERRED

Causal effects, 
generalizations, and 
mechanisms

RECOMMENDED

Policies expected or 
“required” to improve 
outcomes

Each transition calls for additional assumptions and evidence. Reviews often blend 
the three, obscuring the inferential chain.
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Challenge: abundant evidence, weak causal clarity
What do conflicting study findings and policy claims validly establish?
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Evidence explosion

RCTs, cohort and case-
control studies, 
mechanistic studies, 
reanalyses, systematic 
reviews, and regulatory 
reports often address
different causal 
hypotheses.

Causal ambiguity

Associations, bias, dose-
response, human 
relevance, and decision 
implications are often 
collapsed into one causal
conclusion.
Hazard versus Risk?

Expert bottleneck

High-quality synthesis is 
slow, costly, difficult to 
audit, and quickly becomes 
stale as evidence changes.

Proliferation of self-labeled 
“systematic reviews.”

High-stakes decisions fail when evidence is abundant but causal understanding is weak.



MOTIVATION  |  p. 2

Why conventional review methods may leave gaps in causal 
understanding

Cox (2026), Risk Analysis 46:e70356

Reporting standards

STROBE improves reporting transparency, 
but does not adjudicate each substantive 
claim.

Risk-of-bias / evidence grading

Often centered on whole studies or 
evidence bodies rather than individual 
claims.

Heterogeneous evidence

Epidemiology, toxicology, mechanisms, 
reviews, and policy arguments require 
different checks.

Narrative synthesis
Evidence, interpretation, and judgment can 
be hard to disentangle or independently 
reproduce.

Needed: a claim-centered, source-linked, modular review process.
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What do high-stakes decision-makers need?
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What is supported?

Which causal proposition, if any, is actually 
supported by the evidence?

Under what conditions?

In what populations, for what outcomes, 
and at what human-relevant exposures 
does a causal conclusion apply?

How strong is it?

What critical gaps or uncertainties, 
alternative explanations, and evidence 
dependencies remain?

What would change the answer?

Which reanalysis, new evidence, or 
targeted study would improve the next 
decision? Which could reverse it?

Clear answers to decision-relevant causal questions raise validity and confidence.

Sound evidence must be assessed, integrated and tested 



Vision: The AI-assisted Scientific Paper-reviewer (ASP)
From literature to decision-ready causal science
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1. Ingest

Papers, 
reviews, 
mechanisms, 
exposure-
response data 
and models.

2. Structure

Extract causal 
claims, designs, 
assumptions, 
evidence links.

3. Evaluate

Assess what 
each study 
does—and 
does not—
establish 
about each 
claim.

4. Synthesize

Combine 
evidence; 
expose 
dependencies 
and uncertainty.

5. Guide 
action
Identify robust 
conclusions 
and high-value 
next steps.

ASP keeps propositions, evidence, assumptions, and conclusions distinct.



What makes ASP scientifically different?
A causal-evidence audit rather than another literature summary.
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1. Intervention 
question
What would 
changing exposure 
actually change—
and under what 
conditions?

2. Rival models

Make competing 
causal explanations 
explicit and derive 
testable 
predictions.

3. Five-domain audit

• Conceptual clarity 
• study design 
• causal analysis 
• interpretation 
• applicability.

4. Human + AI

AI supplies breadth 
and traceability; 
scientists 
interrogate, correct, 
and refine.

Objective: the strongest defensible causal conclusion the current evidence supports—and what 
would most change the answer.
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Causality 101:  Quick refresher

Key ideas from the causal revolution
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Causality is about change
• How would changing inputs change outcomes 

(or their probabilities)? 
– Causal model: P(outputs | inputs)

• Sometimes written P(outputs | do(inputs))
• Causal models: Simulation, Causal Bayesian Networks, 

Structural Equation Models (SEMs), path diagrams, etc.
– Causal network: Children depend on parents

– Inputs = conditions + events + actions
– Decision analysis and optimization: How should 

we change (or set or “do”) inputs to cause desired 
changes in outputs?

• Descriptive: What is true?
• Causal: What can be made true (probably) by 

changing decision inputs? How?
18



Simpson’s Paradox

• How does Y depend on X? 

• Does Y decrease with X?

https://en.wikipedia.org/wiki/Simpson%27s_paradox 

Yes, for Y vs. X overall (black 
dashed line)

No, for Y vs. X within each group 
(Blue or Red)

Answer depends on what we 
condition on.

Causation ≠ association 

19
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Example: How would increasing x from 1 
to 5 change y for case 1?

https://en.wikipedia.org/wiki/Simpson%27s_paradox 

Identifiability: Do the data and 
our causal assumptions uniquely 
determine the effect of 
changing X on Y?

No—not from these data alone.

20
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How would increasing x from 1 to 5 
change y for case 1?

https://en.wikipedia.org/wiki/Simpson%27s_paradox 

Defining “effect”: Compare case 
1's outcome at X=1 with what its 
outcome would be if we changed 
X to 5. Where would it go: B, C, D, 
or E?

Might different units (cases) 
respond differently? 
(“Heterogeneous Treatment 
Effects”, HTEs)

A

B

C

D

E

21
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From causal question to causal estimate
• Define the causal effect: Specify the causal contrast we want to know. 

– Example: How would average sales differ if we lowered the price by 10% versus if we did 
not? 

• A causal effect compares outcomes under two alternative interventions or conditions. 

– The fundamental problem: For the same person, customer, firm, etc., we usually 
observe the outcome under only one of those alternatives. 

• The other outcome is counterfactual: what would have happened instead. 

• Identify the effect: Can the desired causal contrast be learned from the data we 
have, given appropriate causal assumptions?
– What must we control for? Is there confounding or selection bias? 
– Identification tells us what statistical quantity would equal the causal effect if our 

assumptions are correct. 

• Estimate the effect: Use the observed data and a statistical method to estimate the 
identified quantity. 
– Regression, matching, weighting, experiments, instrumental variables, etc. 
– Estimation introduces sampling/statistical uncertainty. 

• Validate the effect estimate across settings; establish robustness
• Key distinction: Good estimation cannot rescue bad identification. 

– A precise estimate of the wrong quantity is not a valid causal-effect estimate.

22



Causal frameworks and terms

• Interventional causality (our focus): Changes in causes 
change (the probability distributions of) their effects

– What can be made true (or more probable) by taking actions?

• Predictive causality: Causes help to predict their effects

– Information flows from causes to their effects over time

• Structural causality: Effects depend (only) on their 
direct causes

– Causes determine the probabilities of their effects.  

• Effect probabilities are determined by their direct causes.

23



Other causal frameworks

• Potential outcomes:  Differences in causes make effect 
probabilities different from what they otherwise would have 
been

• Mechanistic causality: Explains how changes propagate 
through a network of variables
– Dominos

• (Weight of evidence causality: Strong, consistent, temporal, 
etc. associations might be causal)

• (Attributive causality: Attribute effects to causes)

• Example: Do nicotine-stained fingers “cause” increased lung 
cancer risk?

24



Example 1:  

Dublin air pollution quasi-experiment

25



Example: Dublin intervention study

Dockery (2002): "The results could not be more 

clear: Reducing particulate air pollution reduces the 

number of respiratory and cardiovascular-related 

deaths immediately.” 
www.news.harvard.edu/gazette/2002/10.24/14-coal.html

26
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Wittmaack 2007, Pelucchi et al.:  Air pollution 

reduction has no detectable effect on mortality rate 

trend www.ncbi.nlm.nih.gov/pubmed/17365039
27

Example: Dublin intervention study
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Right causal evidence questions

Dockery et al., 2013.:  Air pollution reduction has no 

detectable effect on mortality rate trend

• Q1: Did risk go down faster where 
particulate pollution was greatly 
reduced than where it wasn’t?

• Answer:  No (Dockery et al., 2013)
• Q2: Did risk go down faster after 

particulate pollution was greatly 
reduced than before?

• Answer: No (Zigler & Dominici, 2014)
• Interventional view: Evidence about 

associations between PM2.5 levels and 
mortality is not evidence about whether 
changes in one cause changes in the 
other.  
– Evidence about changes caused by 

interventions is needed to inform policy
28



2026 Perspective

https://atmiq.xyz/en/guides/ireland-coal-bans-reassessment-2013 

Sources

• Dockery DW, Rich DQ, Goodman PG, et al.. Effect of Air Pollution 
Control on Mortality and Hospital Admissions in Ireland. Health Effects 
Institute, Research Report 176 (2013) 

• Clancy L, Goodman P, Sinclair H, Dockery DW. Effect of air-pollution 
control on death rates in Dublin, Ireland: an intervention study. The 
Lancet (2002). DOI: 10.1016/S0140-6736(02)11281-5 
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2026 Perspective
“Revisiting Dublin and extending the comparison
• HEI Research Report 176, led by Dockery and colleagues in 2013, revisited Dublin’s 1990 ban and 

examined later coal bans in 11 additional Irish cities. It compared pollution and health before and after 
the bans, using comparison populations and more extensive treatment of background trends.

Cleaner air, with outcome-specific results
• Black smoke fell clearly after the bans, particularly during the heating season. Respiratory mortality 

decreased by 17% after the 1990 Dublin ban. Unlike the early study, the reassessment did not find 
reductions in total or cardiovascular mortality after the Dublin or later bans. The distinction between 
outcomes is central to interpreting the report.

The difficulty of isolating an intervention
• Long-term mortality can change for many reasons at the same time as a policy. Comparison areas and 

trend adjustment help but cannot recreate a randomized trial. A result that is not statistically supported 
is not proof that the true effect is exactly zero, and it does not erase the measured improvement in air 
quality.

Keep early and later evidence together
• Use this report alongside Clancy 2002 whenever discussing the Dublin example. Avoid turning a complex 

reassessment into either a guaranteed mortality reduction or a claim that cleaner air is useless. The 
report concerns population policies and cannot estimate a personal benefit from closing a window 
today.”

https://atmiq.xyz/en/guides/ireland-coal-bans-reassessment-2013 
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Can AI help us get there in minutes instead of decades?
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Example 2:  

Ultra processed foods and dementia
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Really?
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Really?
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Example 2:  

Ultra processed foods and dementia
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https://moirai.shinyapps.io/asp_monograph_de_souza_2026/ 
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The AI’s conclusion is strong. 
How trustworthy is it? Why or why not?



Really?

AI: No valid  supporting 
evidence presented 
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How to communicate important technical and 
methodological caveats to specialists?

Detailed summary + easy drill-down may help
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How to communicate important technical and 
methodological caveats to non-specialists?

Answering audience-specific questions may help

48
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https://moirai.shinyapps.io/asp_monograph_de_souza_2026/ 
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https://moirai.shinyapps.io/asp_monograph_de_souza_2026/ 
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https://moirai.shinyapps.io/asp_monograph_de_souza_2026/ 
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Why evaluating causal claims is difficult

Ambiguous definitions,  competing explanations, design assumptions, model 
uncertainty, and transportability
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HISTORICAL FOUNDATIONS

“Cause” has multiple meanings
Traditions model causal pathways, predict outcomes, or evaluate causal evidence.

Structural / path modeling
Wright · Simon · Blalock · Kenny (1921–79)

Direct, indirect, and total effects depend on specified causal 
structures and assumptions. (“Effects depend on their causes.”)

INUS / causal pies
Mackie 1965 · Rothman 1976

Different combinations of component causes can be sufficient 
for the same outcome.

Granger causality
Granger 1969

Past X improves prediction of future Y beyond the other 
available past information. (“Causes predict their effects”)

Probabilistic causation
Suppes 1970

Causes precede and raise the probability of effects, if non-
spurious. (“Causes make their effects more likely”)

Refutationist epidemiology
Maclure 1985, 1990

Seek evidence capable of refuting rival noncausal explanations 
for observed associations. (“Causes can’t be explained away.”)

Bradford Hill / WoE
Hill 1965 · later IARC / EPA applications

Consider strength, consistency, temporality, plausibility, etc. of 
associations not due to  chance, confounding, or bias

Selected milestones; these approaches are complementary, and not all define causation in the same sense.
59



INTERVENTION-BASED CAUSALITY

Causation as the effect of interventions: P(Y | do(x)) ≠ P(Y | x)
From hypothetical fixing to potential outcomes, do-calculus, and manipulation.

Structural interventions
Haavelmo 1943–44

Hypothetically fix X in a structural system and derive the 
consequences; fixing differs from conditioning.  

Potential outcomes
Neyman 1923 · Rubin 1974

Compare potential outcomes under alternative 
interventions: Y(x) versus Y(x′).

Longitudinal effects
Robins 1986

Estimate effects of time-varying treatment strategies when 
treatment and confounders evolve together.

Structural causal models
Pearl 1995–2000

Use structural assumptions and causal graphs to identify 
distributions such as P(Y | do(X = x)).

Manipulationist causation
Woodward 2003

X causes Y when an appropriate hypothetical intervention on 
X would change the distribution of Y.  (“Seeing is not doing.”) 

Risk-assessment question: What would change under an intervention on X?
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Many causal statements lack conceptual clarity

• “Evidence is sufficient to conclude 
that there is a causal relationship 
with relevant pollutant exposures 
(e.g., doses or exposures 
generally within one to two 
orders of magnitude of recent 
concentrations). That is, the 
pollutant has been shown to 
result in health effects in studies 
in which chance, confounding, 
and other biases could be ruled 
out with reasonable confidence.” 
(US EPA, 2015)

• Evidence is sufficient to 
conclude that a causal 
relationship is likely to 
exist with relevant 
pollutant exposures. 
That is, the pollutant 
has been shown to 
result in health effects 
in studies where results 
are not explained by 
chance, confounding, 
and other biases, but 
uncertainties remain in 
the evidence overall. 

61
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Many causal statements lack conceptual clarity

• “Evidence is sufficient to 
conclude that there is a causal 
relationship with relevant 
pollutant exposures (e.g., 
doses or exposures generally 
within one to two orders of 
magnitude of recent 
concentrations). That is, the 
pollutant has been shown to 
result in health effects in 
studies in which chance, 
confounding, and other biases 
could be ruled out with 
reasonable confidence.” (US 
EPA, 2015)
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ILLUSTRATIVE CAUSAL INTERPRETATION

Four ways an observed association can arise

Illustrative causal structures; collider bias requires conditioning on S (selection or adjustment).

Exposure → Outcome
Intervening on X changes Y

X → Y

Reverse causation
Y influences exposure X

Y → X

Common cause
U influences both X and Y

X ← U → Y

Collider / selection bias
Conditioning on S can link X and Y

X → S ← Y
Condition on S (selection / adjustment)
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DESIGN, DATA & ANALYSIS THREATS

Four more ways associations can mislead

Yule (1926) · Cox (2005) · Simpson (1951) · Campbell & Stanley (1963).

Spurious trends
Independent series can co-move

Coincident trends ≠ causal effect

(Example: Dublin)

Misspecified models
Wrong models can invent slopes

Example: Y = kX; intercept fixed at zero

(Example:  enrofloxacin)

Aggregation / ecological bias
Pooling can reverse patterns

Simpson reversal; ecological inference risk

Internal validity threats
Other changes can mimic effects

History · maturation · regression to mean
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Opportunities to do better

Five domains: conceptual & definitional clarity, study design, causal 
modeling & analysis, interpretation, applicability
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Clarity about causality is available

• Interventional causation:
• “X is a direct cause of Y” means 

that changing X changes Y (or its 
probability distribution)…

• …even when other direct causes 
of Y are held fixed

• This is what decision-makers 
need to know

• Changing is different from 
observing: “Seeing is not doing”
– Not the same as predictive 

(Granger) or attributional 
(Bradford Hill, IARC, EPA) 
causation

– Implied by mechanistic causation 
• “How does it work? https://medium.com/@gaetanlion/beyond-correlation-is-not-causation-bc1a1ce76004 66
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Common causal interpretation errors are now avoidable

Common error How to avoid it

Treating association as 

causation
Define the intervention; estimate P(Y | do(X)), not just P(Y | X).

Ignoring rival causal 

explanations

Draw competing DAGs; test implications and seek discriminating 

evidence.

Inadequate confounding 

control

Identify common causes; use justified adjustment sets and sensitivity 

analyses.

Adjusting for the wrong 

variables

Use justified adjustment sets: avoid conditioning on colliders, 

mediators, post-treatment variables.

Mistaking before–after 

differences for effects
Model trends and co-interventions; use credible comparison groups.

Overstating what the evidence 

establishes
Report identification assumptions, uncertainty, limits, and applicability.
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Wrap-up on current situation
• Regulatory and legal determinations of causation 

today are largely Rorschach tests
– Strong, consistent, plausible exposure-response 

associations that are not readily explained by chance, 
confounding, or bias… are often not indicators of 
causality

• Rooster’s crowing does not cause sunrise
• CARET trial, formaldehyde, etc.

• The “Causal Revolution” provides tools for doing 
better… but has a steep learning curve

• To what extent can AI help bridge the gap?  
– Clearer, more transparent, and often more accurate 

causal reasoning and conclusions
• Less judgment, more science

– Reduce causal overreach in conclusions, 
interpretations, and policy recommendations

– Augment rather than replace human experts
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Aspirations for applying AI 

• Improved AI assistant for causal evidence assessment, multi-
document synthesis, active seeking of relevant information 

– Enable human experts to query and improve evidence bundles 
and reasoning

• High-impact applications

– Formaldehyde, EtO, others

– Use AI to identify highest-impact evidence

• Supports new synthesis articles, AI software, repositories of 
AI/human evaluations of influential articles
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Principles for valid causal inference

Five domains: conceptual & definitional clarity, study design, causal 
modeling & analysis, interpretation, applicability

What is needed for a thorough, constructive, review?
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FRAMEWORK

5 domains of necessary conditions for valid causal inference

A · Conceptual clarity Counterfactual contrast, estimand, intervention, population

B · Study design Time zero, comparison groups, exchangeability, positivity

C · Analysis Model validity, measurement error, missingness, sensitivity

D · Interpretation Causal language, assumptions, alternatives, uncertainty

E · Applicability Transportability, effect modifiers, target interventions

§2.2; Table 3 71



FRAMEWORK

Design and analysis prerequisites

Table 3, Domains B–C

Define time zero, eligibility, exposure, outcome, and follow-up.

Examine exchangeability, positivity, consistency, and temporality.

Avoid conditioning on colliders or inappropriate post-treatment variables.

Probe error, missing data, latent variables, and model uncertainty.
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FRAMEWORK

Interpretation and applicability

Table 3, Domains D–E

Distinguish estimates from identification assumptions and untested explanations.

Check robustness across defensible specifications and samples.

Assess external validity, effect modifiers, and target-population differences.

Policy predictions require effects of specified feasible interventions.
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WHAT OFF-THE-SHELF METHODS ENABLE

From principles to auditable causal questions

Define

Explicit intervention, 
estimand, 
population, outcome, 
timing

Identify

Rival DAGs, 
assumptions, 
comparison groups, 
bias pathways

Probe

Negative controls, 
alternate models, 
sensitivity, 
transportability

Document

Quote → question → 
judgment → 
assumptions → 
proposed check

The crucial test: Does the review reveal errors or uncertainties that matter to the causal 
conclusion?

Cox et al. (2026) · AI-assisted methodological review · seminar, 26 Oct 2026 74



CORE MODULES

Statistical Methods Review

Measurement error Validation, calibration, SIMEX, Bayesian models

Missing data MCAR / MAR / MNAR; imputation, weighting, sensitivity

Latent variables Unmeasured confounding, controls, IVs, bias analysis

Model uncertainty Alternative specifications, multiverse, specification curves

Validation Diagnostics, calibration, falsification, robustness

Table 6 75



CORE MODULES | METHOD

What does ASP1 ask about a paper? 6 core modules
Six specialist modules · five prespecified questions each · screened for applicability

ASP1 core prompts  ·  Manuscript Table 6, pp. 16–17  ·  Abbreviated for projection

01 Grouped STROBE Review

Reporting transparency

02 Causal Methods Review

Causal inference

03 Statistical Methods Review

Quantitative analysis

04
Systematic Review / Meta-analysis 
Review
Evidence synthesis

05 Risk-of-Bias Review

Risk-of-bias appraisal

06 Mechanistic Review

Mechanistic evidence

Screened for applicability; AI-generated appraisals require human verification.



CORE MODULE 1 / 6 | REPORTING OF OBSERVATIONAL EPIDEMIOLOGY

Grouped STROBE Review
Applicable: when observational epidemiologic evidence is reported

ASP1 core prompts  ·  Manuscript Table 6, pp. 16–17  ·  Abbreviated for projection

A Research question Are the study question, objectives, rationale, and key concepts 
clearly framed?

B Study design Are the setting, dates, eligibility, participant selection, design, and 
follow-up described?

C Variables & 
methods

Are variables, measures, size, methods, confounding, 
missingness, bias, and sensitivity reported?

D Results & 
interpretation

Are participant flow, results, uncertainty, limitations, and 
interpretation reported fairly?

E External validity Are generalizability, funding, and limits on applying the findings 
beyond this setting discussed?



CORE MODULE 2 / 6 | CAUSAL IDENTIFICATION & INTERPRETATION

Causal Methods Review
Applicable: when module 0 identifies causal claims

ASP1 core prompts  ·  Manuscript Table 6, pp. 16–17  ·  Abbreviated for projection

A Causal question Are exposure, outcome, intervention, population, and estimand 
defined? Are association and causation distinguished?

B Design & bias Does the study design support causal inference, addressing 
selection, eligibility, follow-up, and missingness?

C Measurement & 
analysis

Are variables measured well, with suitable confounding control 
and sensitivity analysis?

D Causal 
interpretation

Are alternatives, uncertainty, limitations, and transportability 
addressed without causal overreach?

E Policy implications Are recommendations for action justified by the evidence, 
assumptions, and likely effects of intervention?



CORE MODULE 3 / 6 | STATISTICAL VALIDITY & ROBUSTNESS

Statistical Methods Review
Applicable: when statistical analyses are presented

ASP1 core prompts  ·  Manuscript Table 6, pp. 16–17  ·  Abbreviated for projection

A Measurement error Are exposure errors addressed through validation, calibration, 
SIMEX, Bayesian methods, or sensitivity?

B Missing data Are MCAR/MAR/MNAR assumptions and relevant imputation, 
weighting, or sensitivity checks addressed?

C Latent variables Are unmeasured variables probed with controls, IVs, quantitative 
bias analysis, or sensitivity checks?

D Model uncertainty Are model and selection uncertainties probed with alternative 
models, multiverse or specification curves?

E Validation & 
robustness

Are model assumptions and robustness checked with diagnostics, 
falsification, controls, or sensitivity?



CORE MODULE 4 / 6 | EVIDENCE IDENTIFICATION & SYNTHESIS

Systematic Review / Meta-analysis Review
Applicable: when systematic reviews or meta-analyses are presented

ASP1 core prompts  ·  Manuscript Table 6, pp. 16–17  ·  Abbreviated for projection

A Review plan Are the objectives, eligibility criteria, protocol, and methods clearly 
stated and sufficiently specific?

B Search & screening Is the search comprehensive and reproducible, with transparent 
screening and selection?

C Evidence 
extraction

Are data extraction, appraisal methods, and synthesis inputs 
defined so they can be reproduced?

D Synthesis methods Are synthesis methods suitable, and are heterogeneity, bias, 
uncertainty, and limitations handled responsibly?

E Auditability Are sources, flow, exclusions, judgments, and implications clear 
enough for reuse and decisions?



CORE MODULE 5 / 6 | STRUCTURED BIAS ASSESSMENT

Risk-of-Bias Review
Applicable: when risk-of-bias results are presented

ASP1 core prompts  ·  Manuscript Table 6, pp. 16–17  ·  Abbreviated for projection

A Framework & 
object

Is the risk-of-bias framework named, and is it clear what is being 
evaluated for bias?

B Bias domains Are selection bias, information bias, confounding, and other 
important domain-specific biases assessed?

C Judgment 
procedure

Are bias judgments transparent, reproducible, and grounded in 
study features and evidence?

D Interpretive use Are risk-of-bias judgments used cautiously and appropriately in 
synthesis and conclusions?

E Evidence trail Are domain judgments, reasons, disagreements, and supporting 
evidence documented for external review?



CORE MODULE 6 / 6 | TOXICOLOGICAL & MECHANISTIC EVIDENCE

Mechanistic Review
Applicable: when mechanistic or toxicological evidence is presented

ASP1 core prompts  ·  Manuscript Table 6, pp. 16–17  ·  Abbreviated for projection

A Biological pathway Is a biologically meaningful pathway from exposure to a precursor 
or adverse outcome identified?

B Dose relevance Are experimental concentrations, doses, or modeled exposures 
relevant to plausible in vivo or human exposure?

C Mechanistic 
robustness

Are the reported mechanisms coherent, specific, and resistant to 
obvious alternative explanations?

D Translation Does the study address extrapolation across systems, doses, time 
scales, or species?

E Human relevance Are findings informative for human hazard, causal interpretation, or 
risk assessment, with limits clearly stated?



Implementation
Formaldehyde case study

AI software to help boost review and synthesis productivity
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https://moirai.shinyapps.io/asp_monograph_formaldehyde_leukemia/ 

https://moirai.shinyapps.io/asp_monograph_formaldehyde_leukemia/
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Visualizations & Interactive Evidence Browser

How to assimilate key findings in less than 5 seconds (after learning how)? 

113



















Explanation

The paper qualitatively evaluates measurement error 
for key variables: it notes exposure classification/cut-
off inconsistencies and acknowledges FFQ-related 
recall bias and underreporting, and coding differences 
for outcomes. However, there is no quantitative 
evaluation or correction, so support is incomplete.





Visually assessing a large literature

Interactive heat maps sorted by methodology scores within “lenses”

124

https://moirai.shinyapps.io/asp_methodology_audit/ 

https://moirai.shinyapps.io/asp_methodology_audit/




















Break / discussion

Questions on causal estimands, rival models, and what evidence would 
discriminate among them

134



How does it work?
ASP architecture and inspectable outputs

Six core review modules, claim extraction, evidence bundles, and five-
domain Evidence Browser
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CONCEPTUAL FRAMEWORK  |  pp. 3–5

ASP1: the proposed middle ground

Cox (2026), Risk Analysis 46:e70356

Current top-down AI

“Read and critique this 
article.”
Flexible, potentially 
insightful, but less 
reproducible or auditable.

ASP1: Bottom-up AI

Prespecified, high-level 
questions + task 
decomposition + source 
quotations + synthesis.

More trustworthy & 
transparent AI

Atomic checklist

Numerous low-level items 
can be inspectable but 
rigid, complex, and 
narrow.

STRUCTURE + FLEXIBILITY

ASP1 is a methodological reviewer of a supplied document—not an independent arbiter of truth. 
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CONCEPTUAL FRAMEWORK  |  pp. 3–5

Two design commitments

Cox (2026), Risk Analysis 46:e70356

1  Prespecify the questions

Set evaluative frameworks before seeing 
the target document—a “veil of ignorance” 
that discourages post hoc tailoring.

2  Ground the judgments

Link evaluations to source quotations or 
identified locations; keep direct textual 
evidence distinct from reviewer inference.

The result is a review that a human can inspect, challenge, correct, and reuse.

137



SYSTEM ARCHITECTURE  |  pp. 5–6; Appendix B

From uploaded PDF to Evidence Review Bundle

Cox (2026), Risk Analysis 46:e70356

1

Ingest PDF

2

Screen & 
route

3

Extract 
claims

4

Apply 
modules

5

Synthesize

6

Bundle & 
browse

Persistent artifacts: summaries • claim tables • module appraisals • quotations • 
cross-module assessment

Applicable modules are selected by document content; multiple modules may apply.

138



SYSTEM ARCHITECTURE  |  Appendix A

Six methodological review modules

Cox (2026), Risk Analysis 46:e70356

01 Observational epidemiology / STROBE Design, variables, analyses, reporting

02 Causal inference / policy Identification, confounding, causal claims

03 Statistical methods Models, estimation, uncertainty, sensitivity

04 Systematic review / meta-analysis Search, eligibility, synthesis, heterogeneity

05 Risk of bias Bias domains, judgments, rationale

06 Mechanistic / toxicological Pathways, dosimetry, human relevance
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METHOD IN PRACTICE  |  p. 7; Appendix A

The causal module: five prespecified questions

Cox (2026), Risk Analysis 46:e70356

1 What is the causal question—exposure, outcome, population, intervention?

2 Does the design support causal inference; are confounding and selection addressed?

3 Are exposures, outcomes, confounders and modifiers measured and analyzed 
appropriately?

4 Are alternative explanations and limitations considered without overstating causality?

5 Do policy or intervention implications follow from the presented evidence?
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ARCHITECTURE

Module 0: claims before critique

§3

A: descriptive/associational, without intervention implication.

B: stronger directional language that remains observational.

C: claim implying an effect of changing exposure.

D: explicit intervention or policy recommendation.

Store quotations, source locations, and stable identifiers C1, C2, …
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CORE MODULES

Statistical Methods Review

Measurement error Validation, calibration, SIMEX, Bayesian models

Missing data MCAR / MAR / MNAR; imputation, weighting, sensitivity

Latent variables Unmeasured confounding, controls, IVs, bias analysis

Model uncertainty Alternative specifications, multiverse, specification curves

Validation Diagnostics, calibration, falsification, robustness

Table 6 142



EVIDENCE BROWSER

Two complementary review layers

§3

Core modules

High-level specialist prompts, selected by 
document content.

Evidence Browser

Detailed five-domain items rated Yes / Partly 
/ No / N/A, with explanations and quotations.
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EVIDENCE BROWSER

Evidence Browser scores are heuristic

§3

Yes = 1     Partly = 0.5     No = 0

Scores are not probabilities of causal truth or validated measures of 
methodological quality.
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MANUSCRIPT FIGURE

Evidence Browser: gaps and strengths

Figure 1, p. 20

Inspect item-level evidence rather than relying on the summary score.
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MANUSCRIPT FIGURE

Evidence Browser: domain dashboard

Figure 2, p. 21

Example overall score 0.521; sensitivity range 0.386–0.656.
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TECHNICAL RESEARCH SEMINAR

From AI assessment to defensible scientific judgment

Prespecify Run reusable methodological questions without tailoring 
standards to the desired conclusion.

Ground Link claims, judgments, and limitations to original quotations and 
document locations.

Challenge Identify false positives, omitted analyses, and criticisms that are 
not consequential.

Verify Experts check empirical details, causal relevance, and 
independent evidence.
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HOW TO READ THE EXHIBITS

ASP outputs are hypotheses and review aids—not scientific 
verdicts

Claim linked to source

What did the paper explicitly report? 
Check the quote, its scope, and the 
population.

AI’s interpretation

Does the inferential criticism apply? Is it 
material? Does other evidence address 
it?

For every consequential concern: inspect source → compare alternatives → verify 
significance → revise the assessment.

Cox et al. (2026) · AI-assisted methodological review · seminar, 26 Oct 2026 148



Cross-document synthesis

A formaldehyde–leukemia case and a PowerPoint-simulated walk-through of 
the ASP portal

Suggested segment: 30 minutes
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IMPLEMENTATION  |  pp. 5–6

ASP1, monographs, and the next scale of synthesis

Cox (2026), Risk Analysis 46:e70356

ASP1: within a document

Evaluate one supplied paper through 
applicable methodological modules and 
cross-module synthesis.

Monograph Builder: across documents

Experimental extension ingests paper-level 
Evidence Review Bundles and synthesizes 
evidence, claims, and tensions across 
papers.

Separate but composable tasks: document appraisal → literature synthesis → decision 
analysis.
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TECHNICAL RESEARCH SEMINAR

Formaldehyde–leukemia: three rival causal models

Direct genotoxicity Inhaled formaldehyde → target-tissue DNA damage → leukemia
• test tissue delivery.

Indirect pathway Airway injury → systemic signaling → hematopoietic effects
• test mediating mechanisms.

Confounding leukemia risk   Job factors and co-exposures → exposure
• test adjustment and negative evidence.

Rival models are hypotheses, not established mechanisms.
151



TECHNICAL RESEARCH SEMINAR

Different studies can discriminate among rival models

Beane Freeman et al. 2009 Peak-exposure associations differed by metric; reconstruction and 
reference choices matter.

Checkoway et al. 2015 AML pattern did not increase at the highest peak-exposure levels; 
consider subtype and latency.

Coggon et al. 2014 Highest exposure category did not show elevated myeloid 
leukemia risk; consider power and comparability.

Mechanistic tests Target-tissue adducts, dose relevance, assay specificity, and 
alternative pathways.

Independent study verification remains necessary.
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FORMALDEHYDE · SCIENTIFIC TEST CASE

The challenge: discriminate rival models, not tally positive 
studies

Direct mechanism

What evidence supports 
exposure delivery to 
relevant target tissue and 
an exposure-specific 
mutational pathway?

Indirect pathway

What reproducible 
intermediate mechanisms 
connect inhalation to 
marrow outcomes?

Confounding / bias

Which co-exposures and 
measurement errors can 
account for apparently 
associated risk patterns?

Specific rival hypotheses yield different empirical predictions; an ASP synthesis must 
preserve contrary evidence.

Cox et al. (2026) · AI-assisted methodological review · seminar, 26 Oct 2026 153



FORMALDEHYDE DEMO · INTERPRETATION

Watch the audit trail—not the apparent confidence of the 
prose

Document-level

Open a paper, review 
claims, statistical critique, 
quotations and caveats.

Proposition-level

Compare support for a 
specific claim across papers 
and evidentiary modalities.

Scientific verification

Challenge the AI’s grouping, 
omissions, study 
descriptions, and inference.

The displayed formaldehyde results are AI-generated illustrative assessments, not independently verified 
conclusions.

Cox et al. (2026) · AI-assisted methodological review · seminar, 26 Oct 2026 154



DEMO 1 / 9

Choose the evidence collection

Entry point

• One topic can contain 
multiple paper bundles.
• Examine completion and 
failed-paper status.
• Start with claims, not a 
global score.

ACC demonstration screenshots · simulated walkthrough
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DEMO 2 / 9

Open the selected paper’s evidence bundle

Outputs

• Study summary and 
verbatim claims.
• Causal and statistical 
reviews.
• Synthesis, assumptions, 
and integrated assessment.

ACC demonstration screenshots · simulated walkthrough
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DEMO 3 / 9

Examine the statistical-methods critique

Review focus

• The source reports 
historical exposure 
assessment.
• AI flags possible exposure 
error and incomplete 
correction.
• Human reviewer must 
assess direction and 
materiality.

ACC demonstration screenshots · simulated walkthrough

157



DEMO 4 / 9

Inspect claim-specific support and caveats

Check support

• Separate statistical 
association from causal 
interpretation.
• Identify key dependence 
on exposure reconstruction.
• Verify adverse and null 
findings in the source.

ACC demonstration screenshots · simulated walkthrough

158



DEMO 5 / 9

Move from paper appraisals to critical synthesis

Cross-paper layer

• Statements are cross-
linked across the corpus.
• Synthesis can expose 
contradictions and 
assumptions.
• AI-generated verdicts 
require independent 
validation.

ACC demonstration screenshots · simulated walkthrough
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DEMO 6 / 9

Organize the evidence by causal proposition

Claims first

• Read the exact 
proposition.
• See which papers are used 
for and against it.
• Inspect how the system 
weights limitations and 
studies.

ACC demonstration screenshots · simulated walkthrough
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DEMO 7 / 9

Trace a proposition back to source evidence

Audit trail

• Separate empirical finding 
from causal extrapolation.
• Inspect alternative 
explanations.
• Check cited quotations 
and evidence coverage.

ACC demonstration screenshots · simulated walkthrough

161



DEMO 8 / 9

Compare agreements and unresolved tensions

Triangulation

• Convergence can reflect 
shared biases.
• Null results may be 
uninformative if 
underpowered.
• Focus on predictions that 
discriminate models.

ACC demonstration screenshots · simulated walkthrough
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DEMO 9 / 9

Turn unresolved gaps into next-study questions

Research needs

• Name the missing causal 
link.
• Propose reanalysis or 
experiment with high 
discrimination.
• Distinguish research 
priorities from policy 
prescriptions.

ACC demonstration screenshots · simulated walkthrough
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CAUSAL EVIDENCE IS NOT A POLICY VERDICT

Causal support, decision relevance, and action are separate

Evidentiary question

Does changing exposure X alter outcome 
Y in the specified population and 
conditions? What is identified?

Decision question

Which feasible action is preferable given 
benefits, costs, uncertainty, distribution, 
and error consequences?

Weak causal evidence does not prove that inaction is best; strong causal evidence alone 
does not select a policy.

Cox et al. (2026) · AI-assisted methodological review · seminar, 26 Oct 2026 164



HUMAN–AI WORKFLOW

Human verification is indispensable

Verify quotations, estimates, and methods against the original document.

Check whether each review question is relevant to the specific design.

Consider supporting, contrary, and omitted evidence.

Document material corrections and unresolved disagreements.
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DISCUSSION

Potential value and unresolved validation

§5

Potential contribution

Systematic coverage, auditable evidence 
trails, early detection of methodological 
omissions.

Not established

Sensitivity, specificity, inter-rater reliability, 
performance versus expert reviewers or 
alternative models.
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FUTURE RESEARCH  |  pp. 11–12

What would establish practical value?

Cox (2026), Risk Analysis 46:e70356

Benchmark against multiple expert panels and much broader, diverse corpora.

Compare ASP1 directly with simple frontier-model + well-written rubric prompting.

Stress-test subtle identification failures, omitted source details, conflicting evidence, and 
justifiable action under uncertainty.

Evaluate sensitivity to rubrics, model versions, and alternative synthesis approaches.

Develop and validate multi-document synthesis while maintaining audit trails.
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CONCLUSIONS

Main conclusion

§6

Make methodological expertise accessible and 
auditable

The greatest benefit may come during study design, analysis, and manuscript 
preparation—while weaknesses can still be corrected.
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TAKE-HOME QUESTION

What would make this approach scientifically credible?
This is an invitation to test and improve ASP—not a claim that its performance is already validated.

Reproducibility

How stable are findings 
across documents, prompts, 
models, and expert 
auditors?

Error analysis

Which false positives and 
false negatives are 
consequential?

Scientific impact

Which missing analyses, 
rival models, or new 
measurements would 
change conclusions?

Cox et al. (2026) · AI-assisted methodological review · seminar, 26 Oct 2026 169



RESOURCES

Paper, implementation, and demonstration examples

Published ASP1 article

doi.org/10.1111/risa.70356

Single-paper reviewer

moirai.shinyapps.io/asp_single_paper/

Evidence Browser / UPF examples

moirai.shinyapps.io/asp_upf_standalone/

Formaldehyde monograph

moirai.shinyapps.io/asp_monograph_formaldehyde_leukemia/
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Backup Slides
Other worked examples and failure modes

Gas stoves, Grandjean PFCs, vinyl chloride, alcohol, glyphosate, and UPFs

Suggested segment: 30 minutes
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CASE STUDY

Gas-stove worked example

§4.1; Table 8

PAF 12.7% (95% CI 6.3%–19.3%)

Derived from gas-stove prevalence and pooled observational OR 1.34 (1.12–
1.57), not an identified intervention effect.
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CASE STUDY

Extracted claims C1–C5

Table 8

C1: Theoretical prevention
PAF interpreted as asthma theoretically prevented if stoves absent.

C2: Guidance
PAF may guide public-health interventions.

C3: Mitigation
Stove replacement and ventilation discussed.

C4: Predicted benefit
Mitigation “will lessen” asthma burden.

C5: Further studies
Call for intervention research.
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CASE STUDY

What the gas-stove review found

Table 8

Descriptive strengths

Pooled OR, national prevalence, PAF formula, 10,000 Monte Carlo draws.

Causal gap

Observed association and model assumptions do not identify cases prevented by intervention.

Robustness opportunity

Recalculate PAF using only North American studies.
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CASE STUDY

A consequential sensitivity question

Table 8

North American OR 1.36 (0.76–2.43)

Versus pooled North American–European OR 1.34 (1.12–1.57). Test sensitivity of 
PAF to this choice.
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CASE STUDY

Human verification: keep and correct

§4.1; Table 8

Keep the central critique

Conditional PAF is distinct from the effect of 
stove removal or ventilation.

Correct ancillary overstatements

Authors acknowledged assumptions; nine 
states had separate estimates; secondary 
modeling need not collect new data.
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ERROR ANALYSIS

Grandjean: a false-positive AI critique (using 2025 LLM)

§4.1

Claim misclassification

“Were associated with reduced humoral 
immune response” was treated as implying 
intervention effects.

Overlooked qualifications

“If the associations are causal” and reported 
model checks were not fully credited.
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APPLICATIONS

Applications across evidence types

§§4.2–4.5

Vinyl chloride: well-established liver-cancer causal conclusion was supported.

Alcohol and CHD: biomarker effects did not directly establish fewer coronary events.

Glyphosate: opposing meta-analyses yielded qualified assessments.

UPFs: cross-paper comparisons are possible, but heuristic scores are not validity 
rankings.
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ILLUSTRATIVE APPLICATION  |  pp. 6–8

Test corpus: six publications, diverse evidence

Cox (2026), Risk Analysis 46:e70356

Mendoza et al. (2024) Prospective cohorts + meta-analysis Cardiovascular disease

Solans et al. (2021) Population case–control Chronic lymphocytic leukemia

Henney et al. (2024) Systematic review + meta-analysis Dementia

Lane et al. (2024) Umbrella review Multiple adverse outcomes

Menegassi & Vinciguerra 
(2025)

Mechanistic narrative review Cancer

Monteiro et al. (2025) Broad evidence + policy synthesis Chronic disease / policy

Purposefully selected illustration—not a systematic UPF review or formal validation cohort.
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RESULTS  |  pp. 7–10; Table 1

Recurring result: support changes by claim type

Cox (2026), Risk Analysis 46:e70356

ASSOCIATION Usually relatively well supported

CAUSAL INTERPRETATION Often partly supported or uncertain

POLICY EFFECTIVENESS Frequently exceeds direct evidence

Qualitative pattern; no numeric performance scores or causal effect estimates were 
established.
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RESULTS  |  p. 9

Mendoza: an inferential tension in plain sight

Cox (2026), Risk Analysis 46:e70356

Study interpretation

Authors expressly acknowledge that hazard 
ratios cannot support causal 
interpretations.

Policy-facing language

Yet they suggest soft drinks and processed 
meats “should be particularly discouraged.”

ASP1 extracted both passages and flagged the additional causal assumption 
underlying advice based on observational associations.
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RESULTS  |  pp. 9–10

Monteiro: the most demanding test case

Cox (2026), Risk Analysis 46:e70356

Recognized strengths

• Synthesis of 104 prospective studies
• Broad international coverage
• Plausible, diverse mechanisms
• Short-term randomized feeding evidence

Identified limitations

• Predominantly observational base
• Residual confounding and measurement 
error
• Heterogeneity of the UPF category
• Short-term trials vs chronic endpoints

ASP1 classified some broad causal theses as partly supported/uncertain and urgent policy 
claims as having questionable support.
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HUMAN–AI COMPARISON  |  pp. 9–11; Appendix C

ASP1 versus expert commentators

Cox (2026), Risk Analysis 46:e70356

ASP1 contributed

Systematic inferential decomposition
Explicit claim-by-claim support 
assessments
Consistent treatment of evidence 
limitations
Inspectable quotation and report trails

Human experts contributed

Detailed socioeconomic context
Sharper identification of internal tensions
Specific flaws in dietary measurement
Vivid mechanistic and historical critiques

Major methodological concerns overlapped substantially; this was a qualitative comparison, 
not a formal benchmark.
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HUMAN–AI COMPARISON  |  pp. 10–11; Table A1

Where the humans sharpened the analysis

Cox (2026), Risk Analysis 46:e70356

Exposure classification

Kuhnle: historical dietary 
questionnaires predated 
Nova and were not 
designed to distinguish 
some UPFs from 
counterparts.

Historical generalization

McConway: trends for the 
UK and data-history limits 
challenged sweeping 
displacement claims.

Mechanistic breadth

Griffin: a large catalogue of 
possible mechanisms risks 
a diffuse causal story.

Human review added precision and judgment about which limitations were consequential.
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MANUSCRIPT FIGURE

UPF evidence collection

Figure 3, p. 27

Heuristic scores support navigation and comparison, not authoritative ranking.
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BENCHMARKING THE ASSISTANT

Three complementary tests of scientific value

Coverage

Are important 
methodological flaws 
omitted? How often does 
ASP find consequential 
ones?

Precision

Does ASP mistakenly flag 
correct statements, 
irrelevant omissions, or 
already-performed checks?

Usefulness

Does AI assistance change 
expert conclusions, uncover 
better analyses, or improve 
reporting?

Compare with expert panels, direct frontier-model + rubric prompting, and blinded 
follow-up verification.
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HISTORICAL EXAMPLE

Alcohol biomarkers versus coronary disease outcomes

Rimm et al. (1999); later evidence discussed in the source presentation.

Mechanistic / biomarker evidence

Alcohol changed HDL and haemostatic 
biomarkers in short-term studies.

Intervention-level claim

A projected 24.7% lower CHD risk depends 
on linking biomarker changes to clinical 
outcomes.

Critical question: Does a biomarker response identify the long-term effect 
of changing alcohol consumption on CHD events?
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HISTORICAL EXAMPLE

Gas stoves: population-attributable fraction ≠ prevented cases

Gruenwald et al. (2022/2023); Li et al. (2024) critique.

Reported association

Pooled observational odds ratio: 1.34 (95% CI 
1.12–1.57).

Reported attribution

Estimated PAF: 12.7% (95% CI 6.3%–19.3%).

To predict prevented asthma cases, we also need a defined intervention 
and justified causal, transportability, and implementation assumptions.
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DUBLIN CASE · POTENTIAL NEW ASP1 APPLICATION

How would ASP1 audit the Dublin coal-ban claim?
Proposed review questions; no ASP1 evaluation of this particular study is claimed here.

A · Causal estimand

Effect of which intervention on which mortality 
outcome, population and time scale?

B · Design

Does a defensible counterfactual trend or 
control group identify the ban’s effect?

C · Analysis

Do seasonality, co-pollutants, long-run trend, 
autocorrelation, and lag choice alter inference?

D–E · Interpretation

What conclusions survive competing models, 
and what transports beyond Dublin?
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STATISTICAL METHODS

A model can manufacture a positive exposure coefficient

Illustrative zero-intercept misspecification example discussed in Cox (2005).

Assume no causal effect

X and Y are independent and both have 
positive means.

Force regression through zero

Fitting Y = βX without an intercept yields β̂ = 
ΣXY / ΣX² > 0 for positive data.

Question for the AI reviewer: Were functional form, intercept, diagnostics, and 
plausible alternative models examined?
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Break / discussion

What is a valid criticism? What would establish that the AI improves expert 
review?

191


	Slide 1
	Slide 2: Key points
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16
	Slide 17
	Slide 18: Causality is about change
	Slide 19: Simpson’s Paradox
	Slide 20
	Slide 21
	Slide 22: From causal question to causal estimate
	Slide 23: Causal frameworks and terms
	Slide 24: Other causal frameworks
	Slide 25
	Slide 26: Example: Dublin intervention study
	Slide 27
	Slide 28: Right causal evidence questions
	Slide 29: 2026 Perspective
	Slide 30: 2026 Perspective
	Slide 31
	Slide 32
	Slide 33
	Slide 34
	Slide 35
	Slide 36
	Slide 37
	Slide 38
	Slide 39
	Slide 40
	Slide 41
	Slide 42
	Slide 43
	Slide 44
	Slide 45
	Slide 46
	Slide 47
	Slide 48
	Slide 49
	Slide 50
	Slide 51
	Slide 52
	Slide 53
	Slide 54
	Slide 55
	Slide 56
	Slide 57
	Slide 58
	Slide 59
	Slide 60
	Slide 61: Many causal statements lack conceptual clarity
	Slide 62: Many causal statements lack conceptual clarity
	Slide 63
	Slide 64
	Slide 65
	Slide 66: Clarity about causality is available
	Slide 67: Common causal interpretation errors are now avoidable
	Slide 68: Wrap-up on current situation
	Slide 69: Aspirations for applying AI 
	Slide 70
	Slide 71
	Slide 72
	Slide 73
	Slide 74
	Slide 75
	Slide 76
	Slide 77
	Slide 78
	Slide 79
	Slide 80
	Slide 81
	Slide 82
	Slide 83
	Slide 84
	Slide 85
	Slide 86
	Slide 87
	Slide 88
	Slide 89
	Slide 90
	Slide 91
	Slide 92
	Slide 93
	Slide 94
	Slide 95
	Slide 96
	Slide 97
	Slide 98
	Slide 99
	Slide 100
	Slide 101
	Slide 102
	Slide 103
	Slide 104
	Slide 105
	Slide 106
	Slide 107
	Slide 108
	Slide 109
	Slide 110
	Slide 111
	Slide 112
	Slide 113
	Slide 114
	Slide 115
	Slide 116
	Slide 117
	Slide 118
	Slide 119
	Slide 120
	Slide 121
	Slide 122
	Slide 123
	Slide 124
	Slide 125
	Slide 126
	Slide 127
	Slide 128
	Slide 129
	Slide 130
	Slide 131
	Slide 132
	Slide 133
	Slide 134
	Slide 135
	Slide 136
	Slide 137
	Slide 138
	Slide 139
	Slide 140
	Slide 141
	Slide 142
	Slide 143
	Slide 144
	Slide 145
	Slide 146
	Slide 147
	Slide 148
	Slide 149
	Slide 150
	Slide 151
	Slide 152
	Slide 153
	Slide 154
	Slide 155
	Slide 156
	Slide 157
	Slide 158
	Slide 159
	Slide 160
	Slide 161
	Slide 162
	Slide 163
	Slide 164
	Slide 165
	Slide 166
	Slide 167
	Slide 168
	Slide 169
	Slide 170
	Slide 171
	Slide 172
	Slide 173
	Slide 174
	Slide 175
	Slide 176
	Slide 177
	Slide 178
	Slide 179
	Slide 180
	Slide 181
	Slide 182
	Slide 183
	Slide 184
	Slide 185
	Slide 186
	Slide 187
	Slide 188
	Slide 189
	Slide 190
	Slide 191

